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1. Introduction and General Overview 
This document provides the update of the Consequence Architecture first described in [D1.1]. 

The Architecture presented in the document is the result of the Year 2 of the Consequence 

project that was characterized mainly by the active development of the Consequence 

Framework and implementation of the scenarios for two major Consequence Test Beds 

([D5.2] and [D6.2]). 

In the beginning it worth mentioning that: 

¶ The architecture presented in the document is further development of the ideas 

resulted in the First Version of the Architecture ([D1.1] and supporting materials), 

though some components changed their names while a certain functionality was 

moved from one components to the others 

¶ The changes above were driven mainly by the actual prototype  development, while 

realizing the strategy of verification Consequence Framework via Test Beds that was 

selected in the beginning of the project 

1.1. The Structure of the Document 

The document does not mean to repeat the content of the First Year deliverables, which it 

skips e.g. the grounds on which the Consortium based the architecture but rather focuses on 

what was actually developed, i.e. provides component descriptions and detailed Test Bed 

scenarios. 

The remaining of this Section summarises the Consequence concept and objective and 

presents the General Overview of the Architecture. 

Then Sections 2 and 3 describe two major Architecture Subsystems. Finally Sections 4 and 5 

illustrate usage of the Framework using Test Bed scenarios. These latter sections are based on 

the actual versions of Test Bed prototypes developed during the year. 

1.2. Consequence concept and objective 

Every organization ï business, government and social ï requires a steady and constant 

exchange of data between employees as well as with other organizations. Quite often this data 

may be sensitive and/or confidential but its exchange is vital for a successful organizational 

process. Privacy and/or business confidential requirements demand that only authorized 

people should be granted access to such data. Usually such authorization criteria are based 

upon the employee position within the organization but are not limited by it. Traditionally 

such secure data exchange was paper-based and maintained by means of controlled non-

automated procedures. 

1.2.1. Problem statement 

On the market today there are many sophisticated solutions for policy based data sharing 

control. However there is a gap between business requirements and todayôs technology 

offerings: 

¶ There is an increasing need for quick, dynamic and secure information sharing 

¶ In the current scene, low-level policy systems reconfiguration is rather complicated 

and makes difficult their application to dynamic virtual organizations, temporary 

project teams and so on 
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¶ This is especially true when two or more organizations collaborate and information 

flows cross organizational boundaries 

It would be reasonable to say that in the last case of multi-organizational domains it is often 

the case that the current options are for either ñcomplete controlò or ñno controlò.  In the first 

case, the decision may be to not share the data at all, and in the second case for completely 

uncontrolled sharing e.g. through email attachments.  This state of affairs is clearly 

unsatisfactory. 

Consequence intends to take one further step and develop an architecture that will allow us to 

achieve effective data-sharing in dynamic environments within both single and multi-

organizational domains whilst preserving a high degree of assurance on how data is handled 

even after it has been exchanged. 

1.2.2. Consequence objective and expected results 

The project intends to provide a context-aware data-centric information sharing 

infrastructure.  

The project will deliver a Data-centric information protection framework based on data-

sharing agreements. 

 

In particular the project intends to: 

 

1) Define a generic, scalable, context-aware, secure and resilient architecture within a 

framework to enable dynamic management policies based on agreements that ensure end-to-

end secure protection of data-centric information incorporating: 

¶ Models, algorithms, and tools for specification/authoring, elaboration, analysis, and 

management of multiparty data sharing agreements;  

¶ Models and implementation of Risk and context-aware policy refinement mechanisms;  

¶ Secure mechanisms for enforcement of controlled data sharing. 

2) Engineer an interoperable software implementation of the architecture. 

3) Evaluate the technical and business benefits of the implementation and framework via two 

test beds. 

1.3. General Architecture Overview 

As mentioned above the Second Year of Consequence project was mainly dedicated to creating the first 

creating the first version of the project Test Bed prototypes ([D5.2] and [D6.2]). After additional 

additional assessment of Test Bed requirements and create of the development scenarios as well as further 

well as further technical refinement, the Consortium developed the Architecture presented in  

Figure 1. This architecture is implemented as [D5.2] and [D6.2] and is expected to stay 

mostly intact as the final outcome of the project, though the Consortium foresees additional 

expansions and some changes while developing final versions of the Test Beds. 
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Figure 1. Consequence Architecture. General Overview 

As in the previous deliverable ([D1.1]) the Architecture consists of the following subsystems: 

¶ Data Sharing Agreement (DSA) Subsystem 

¶ Policy and Enforcement Subsystem (earlier presented as two different subsystems) 

The following sections provide the overview of all subsystems and components and present 

complete ñwalk-throughò showing component interaction using scenarios from both project 

Test Beds.
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2. Data Sharing Agreement (DSA) Subsystem 

2.1. Overview of DSA Infrastructure 

Data Sharing Agreements (DSA) describe the rules governing the protection of the data 

shared between multiple participants belonging to different administrative domains and in 

different contexts
1
. DSAs are widely used within government agencies who share data about 

individuals to protect the privacy of citizens. With the recent increase in corporate data 

governance, they are now being adopted more widely between commercial companies who 

share data in order to both protect the privacy of individuals, but also to protect commercially 

confidential data. 

The DSA infrastructure aims therefore to provide the operations necessary for the creation, 

(cooperative) authoring/editing, analysis, manipulation and translation of Data Sharing 

Agreements. In particular the DSA infrastructure aims to enable the (collaborative) authoring 

of DSAs using a Controlled Natural Language (hereafter referred to as CNL4DSA [Mat1]) 

and to provide tools to translate them into formal descriptions amenable of rigorous analysis.  

The major principles of the DSA Infrastructure were described in [D2.1]. 

There will be several components for managing the DSA, in particular: 

¶ DSA Authoring. This component is devoted to the (collaborative) editing of the DSA. 

It also provides a translation capability that maps DSAs from controlled natural 

language to high level formal specifications. Strictly related to the DSA Authoring, the 

DSA Vocabulary provides the set of terms forming the controlled natural language 

used during editing. 

¶ DSA Analysis. This component is devoted to the analysis of the DSA agreement when 

specified in a high level formal language. The analysis phase aims at detecting 

possible conflicts in a DSA, like, e.g., the possibility for a certain subject to be 

authorised to perform a certain action on certain data, and the co-existent non 

authorization for the same subject to perform the same action on the same data. 

¶ DSA to Policy Mapper. This component translates the DSA specified in CNL4DSA 

to the enforceable policies to be deployed on the running systems. 

¶ DSA Lifecycle Manager. This component coordinates all the steps involved during 

the DSA lifecycle. 

¶ Trust Manager. This component deals with the distributed management of the trust 

relationships among principals operating on DSAs during their lifecycle. The detailed 

architecture and implementation of this component will be designed and developed in 

the third year of the project. 

                                                 

1  Consequence does not aim to cover all aspects of data management but focuses solely on information 

security aspects. 
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Figure 2. DSA Component interaction 

DSA infrastructure components are deployed as Web Services and the interactions among 

them rely on the methods exposed in their interfaces. A noticeable exception is the DSA 

Authoring component, whose editing functionality requires interaction with end-users, and 

which is therefore implemented as a Web Application.    

The Lifecycle Manager acts as a front-end to the user and mediates the interaction between 

the other components of the DSA infrastructure. Figure 2 shows the interactions between the 

various components; note however that it does not represent the interactions between the user 

and the Lifecycle Manager.  

The Lifecycle Manager mediates the interactions among the other components of the DSA 

infrastructure. Thus, requests for editing, analysis, and mapping to enforceable policies are 

made through this component. More into details:  

¶ DSA Authoring:  The user asks the Lifecycle Manager to edit a DSA document. If the 

DSA document is already available in its store, the Lifecycle Manager retrieves it; 

otherwise it creates a new one.  The DSA document is then transferred to the DSA 

Authoring through the method storeLocalCopy, and the control of the user interface 

shifts to the DSA Authoring itself, which displays an editable representation of the 

document. The user can edit the document and save it. When the user completes her 

editing work, the DSA Authoring invokes  storeDSA on the Lifecycle Manager to 

store the DSA document. A sub-component of DSA Authoring deals with the 

automatic translation from CNL4DSA into POLPA (the formal language used by the 

DSA Analyzer). Such translation functionality is available as a Web Service 

(cnl2polpa), that the Lifecycle Manager invokes when the end-user wishes to analyze 

a DSA. The method cnl2polpa takes as input the identifier of a DSA and the DSA with 

at least the CNL4DSA specification (DSA
2
), and returns the DSA with also the 

POLPA specification (DSA
3
). 
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¶ DSA Analyzer: The user asks the Lifecycle Manager for the analysis of the 

CNL4DSA document, in order, for example, to detect possible conflicts in the 

agreement. In order to interact with the Analyzer tool, the Lifecycle Manager recovers 

the requested document from the local store and provides it to the Analyzer together 

with the set of properties to be analysed within the analyze method. The method 

returns a set of results of the analysis.  

¶ DSA Mapper: This step can be considered the last for the WP2 and the beginning of 

the WP3. The mapToEnforce method produces a DSA consisting of at least 

CNL4DSA and EPL (Enforceable Policy Language) authorizations and obligations. 

2.1.1. Possible use cases for DSA 

The following diagrams show two possible use cases of the DSA infrastructure.  

In particular Figure 3 the set of operations through which a DSA can be processed.  

First, the Lifecycle Manager creates a new DSA, or retrieves it from its store. Then, the DSA 

is passed to the authoring tool through the method storeLocalCopy. The user can edit the 

document and save it. When the user completes her editing work, the DSA Authoring invokes 

storeDSA on the Lifecycle Manager to store the DSA document. The subcomponent 

responsible for the translation from CNL4DSA to Polpa performs the translation through the 

method cnl2polpa. 

Next, the Lifecycle Manager interacts with the Analyser to detect possible conflicts or errors 

in the edited DSA, or, more generally, to detect inconsistencies in the agreement. As an 

example, one can ask if it is possible for a certain subject, with a certain role, to have some 

kind of write/read/execute right on a certain document within a certain context (during a 

certain period of time, or being at a certain location). To this aim, Lifecycle Manager provides 

the DSA with the Polpa specification to the Analyser, together with the set of properties to be 

analysed within the analyze method. The output of the analyze method is a set of results.  

Finally, we reach what can be considered the last step for the WP2 and the beginning of the 

WP3. The mapToEnforce method produces a DSA with EPL authorizations and obligations.  

The DSA with the enforceable policy is now ready to pass to WP3 for enforcement, through 

the method DeployDSA.  

Figure 4 assumes that from the editing phase one can pass directly to the mapping to the 

enforceable policy phase. This can represent the situation in which the analysis phase has 

been already performed, and the Lifecycle Manager simply manages the interactions with the 

authoring tool, in order for the user to re-edit the DSA, for correcting the inconsistencies 

possibly found by the Analyser. Then, the token passes to the mapping phase, and, 

subsequently, to the enforcement (WP3). 
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Figure 3. DSA Use Case 1. Editing-Analysis-Deployment 

 

 

Figure 4. DSA Use Case 2. Editing-Deployment 

2.2. DSA component description 

The rest of the section provides a detailed description of the components of the Consequence 

architecture. 

2.2.1. Lifecycle Manager 

Lifecycle manager controls the interactions between all components of the DSA infrastructure 

and orchestrate them during DSA instance lifecycle. Life Cycle manager is implemented on 
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top of the Microsoft SharePoint Server 2007 using its rich collaboration functionality to fulfil 

requirements of the DSA instance. 

2.2.1.1. Overview 

The first version of the Lifecycle Manager implements a fixed processing workflow 

comprising the minimal set of required steps for a complete DSA instance lifecycle. However, 

this implementation caters for all the required interactions between the DSA infrastructure 

components and supports effectively the two test-bed deployments. Real life scenarios require 

further customization and extensibility of the workflow process for a given DSA type. These 

requirements will be addressed in the next version of the Lifecycle manager.  

2.2.1.2. Interfaces 

The Lifecycle Manager exposes different interfaces to retrieve or store data into storage and 

to read and update workflow properties of the DSA document instance. The DSA instance 

contains these workflow properties to keep the current status of the document lifecycle and 

the corresponding detailed information. 

- get/store data file 

Every component from the DSA infrastructure can open or store DSA document using HTTP 

GET and HTTP PUT request respectively.  

- read/update workflow properties 

To read/update workflow properties for the specific document two types of the interfaces are 

supported: 

Web Service interface  

The Lists Web service provides methods for working with SharePoint lists, content types, list 

items, and files. 

RPC Protocol 

The RPC protocol uses the HTTP POST request to send methods to Windows SharePoint 

Services. These requests enable the client to request documents, update Tasks lists, add new 

authors, and so on. These SharePoint collaboration features can be used for the 

implementation of the customized DSA lifecycle with various user interactions.  

2.2.1.3. Detailed description 

The Lifecycle Manager exposes a set of the predefined document libraries to store 

intermediate results of the DSA document processing. Each document library serves as 

intermediate store for the DSA data structures at the specific life cycle step. Depending on the 

processing step, different workflow properties can be processed by Lifecycle Manager. The 

workflow properties within DSA document are mapped to the custom fields in the document 

library.   

Figure 5shows Lifecycle Manager Architecture and interactions between its components. It 

also illustrates how the Lifecycle Manager uses SharePoint infrastructure to interact with 

DSA components and tools. The specific DSA instance lifecycle steps are described in the 

section 2.1. 
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The Lifecycle Manager supports two mechanisms to move a document from one document 

library to another: 

1. When a user, using document library view, through User Interface changes the workflow 

property values for the specific document instance. The background workflow component 

reacts on this change and moves the document to the corresponding document library. During 

this move additional predefined workflow property values can be set for the document in new 

library. The background workflow component can send email notifications to users whose 

emails were predefined in the workflow specification or whose emails are part of the 

document workflow properties. 

2.  A DSA component, such as Authoring tool, opens a document from the document library, 

processes it and saves the transformed document into the new document library. 

The Lifecycle Manager makes a call to the web services exposed by the DSA tool as reaction 

on the workflow property change for the specific document instance in the document library. 

All parameters for the web service are taken from the metadata associated with the document 

instance being processed. The document instance can be serialized as XML document or as 

base 64 encoded binary document to pass it as parameter to the web service call. 

SharePoint Services

Doc library

Step X

Doc library

Step Y

Doc library

Step Z

DSA 

component

Workflow

Doc of type X

with workflow properties

Doc of type Y

with workflow properties

Web Service call

User

Email notification

DSA Tool Mail Agent

Internal call

SMTP

POP3

HTTP GET/POST and

(optional) Web Service req.
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with workflow properties

Internet 

Browser

Change workflow 

properties values

 

Figure 5. DSA Lifecycle manager. General architecture 
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2.2.2. DSA Analysis 

2.2.2.1. Overview 

This component is in charge of analysing a data sharing agreement with respect to some 

properties that it should satisfy. As an example, one can ask to the Analyser which subjects 

have the rights to perform the security actions on certain set of data (e.g., write/read/execute 

certain files). This component evaluates the high level description of the agreement, specified 

in POLPA, against a set of properties, expressed as a set of queries. Such properties are 

supposed to come either from a predefined library, or directly from the user, on the fly. At the 

end of the second year, we rely on a predefined library.  

We use Maude [McC1] in order to implement the first analysis tool. Maude provides a 

specification language based on Rewriting Logic. Benefits of using this framework are the 

following: it is possible to specify a distributed system as a) Algebraic data type axiomatizing 

system state; b) rules axiomatizing systems local transitions. The language is multi-paradigm 

and it provides a functional and also object-oriented style of specification. The power of 

Maude is that it is executable and counts with a toolkit that allows formal reasoning of the 

specifications produced. For example, user-defined execution strategies are allowed, and tools 

such as model checker and theorem prover are built-in. In practice, we can see how the 

system behaves based on its specification. In particular, the Maude engine has been exploited 

to implement an executable specification of the Polpa language, in its turn used to specify 

DSA as distributed systems. Then, ad hoc strategies can be used to search for particular traces 

of the specified process representing authorizations to perform a certain set of actions on 

some documents, depending on the context.  

We use the proB tool from the Rodin Platform [B1] [B3] as a second analysis tool. proB 

implements the EventB language [B2] which is similar to temporal logic which can easily be 

derived from CNL4DSA, and can express both the authorisation & obligation data sharing 

policies and the properties that are expected to hold for them. The proB tool will then prove 

whether those properties hold for the policies or not. The exact set of properties to be checked 

for the DSA policies using this approach is still being evaluated. 

The DSA-Analysis component thus comprises: 

¶ The WS-Analyzer module which exposes the interface for the component to the 

Lifecycle Manager. 

¶ The internal analysis tools which are the engine of the DSA-Analysis component. 

2.2.2.2. Interfaces 

The DSA-Analysis has an interface (WS-Analyzer) for communicating with the Lifecycle 

Manager. It exposes the method analyze which performs the analysis of the DSA. The method 

takes as input the name of the DSA, the high level description of the agreement (the Polpa 

specification) and a set of properties to be analysed. In our framework, the analyze method is 

called by the Lifecycle Manager whenever an edited DSA needs to be analysed. The analysis 

is executed by the internal engine, in our case Maude. After the computation, the output 

provided by Maude is returned to the Lifecycle Manager by invoking the showAnalysisResult 

method of its interface. This method takes as input the DSA name and the results of the 

queries. 
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2.2.2.3. Detailed description 

 

Figure 6. DSA Analysis 

The internal behaviour of the DSA-Analysis component is as follows: 

¶ Once the analyze method has been invoked by the Lifecycle Manager, a system call is 

performed in order to run the Maude tool  and its standard input is used to pass the 

DSA policy and the set of queries stating the kind of analysis we are going to perform 

on this specific DSA. 

¶ The Maude tool is based on the concept of module, which is essentially a set of 

definitions. These define a collection of operations and how they interact, or, 

mathematically speaking, they define algebra. Algebra here is a set of sets and the 

operations on them. In Maude, a module will provide a collection of sorts and a 

collection of operations on these sorts, as well as the information necessary to reduce 

and rewrite expressions that the user inputs into the Maude environment. Here, we 

have defined the POLPA algebra as a module for the Maude tool. Once the interface 

has submitted the DSA with POLPA specifications of the policy to the Maude engine, 

the tool is capable to process it and analyzes the given DSA.  

¶ Once the analysis has been performed the results are stored in a text file, which the 

WS-Analyzer reads and elaborates in order to return to the Lifecycle Manager.   

The kinds of analysis we are able to perform by exploiting this component are the following 

ones: 

¶ What if analysis: In particular, we wonder if, after a certain sequences of actions, it is 

possible to perform a specific action, or not. 

¶ We are able to detect if a conflict occurs within the DSA. As an example, consider the 

case in which two different authors participate in the creation of the DSA, at different 

time. For some reason, the first author writes that the members of the organization X 

are authorized to read the document Y. On the other hand, the second author states 

that those same members are not authorized to read that document. The Analyzer can 

tell the authors that the distributed process representing that DSA allows for the 

occurrence of two traces (i.e., sequence of actions that can be performed) stating 

opposite permissions. By visualizing the results, the authors can decide to modify the 

DSA, before it becomes enforceable  

¶ We are able to analyze if subjects covering certain roles are authorized to perform 

certain actions on certain data in a given context. 
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2.2.3. DSA Authoring  

2.2.3.1. Overview 

The DSA Authoring component supports users in the creation of DSAs. Its main functionality 

consists of the simplified and controlled editing of a DSA, and the encoding of its significant 

sections in the CNL4DSA language (see [Mat1]). Additionally, the DSA Authoring has a sub-

component (hereafter also referred to as CNL4DSA Translator) that translates the CNL4DSA 

statements into POLPA, the formal language used by the DSA Analyzer. The Lifecycle 

Manager is responsible for invoking the DSA Authoring, and the two components exchange 

DSA document in an XML format described in the following sub-sections. 

2.2.3.2. Interfaces 

 

Figure 7. DSA Authoring 

The DSA Authoring component exposes the following interfaces: 

¶ XML Database: the DSA Authoring has a local XML database, where the Lifecycle 

manager can store the XML representation of a DSA that a user has requested to edit. 

The XML database is provided by the Open Source Native XML Database eXist 

(http://exist.sourceforge.net/), which provides access to the underlying store with 

various technologies, including XML:DB API, REST-Style Web API, and traditional 

SOAP-based Web Service. The Lifecycle Manager can store an XML document 

corresponding to a DSA by invoking the store method of the SOAP-based Admin 

Web Service provided by eXist. (See http://exist-db.org/devguide_soap.html and 

http://exist-db.org/api/org/exist/soap/Admin.html for additional details). The store 

method specifies a unique target path for storing the XML document: such a path 

becomes a unique identifier within the DSA Authoring tool to refer to the DSA 

corresponding to that XML document.  






































































